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ABSTRACT
Data processing is increasingly shifting to cloud-based sys-
tems. Recently, there has been a trend towards unified cloud
systems that can go beyond relational models and handle
more data processing use cases. Our vision is to further ex-
tend this trend towards unified engines by climbing the opti-
mization stack to include resource allocation and scheduling
features. Moreover, energy efficiency emerges as a principal
optimization objective towards sustainable cloud computing.
We argue that unified solutions are the next step towards
improving the efficiency and performance of cloud systems,
which we will highlight through our upcoming projects.

1 INTRODUCTION
Data processing is shifting to the cloud, bringing with it a di-
verse range of use cases. This migration gives more freedom
to organizations due to the number of available computing
resources. However, resource management in a cloud envi-
ronment is not trivial [11].
Recently, there has been a trend towards unified high-

performance engines that extend beyond the capabilities of
relational databases and cater for more advanced use cases
such as text search and graph processing [9, 23]. This shift to-
wards servingmoreworkloads is also evident across the stack
with efforts to create a unified solution for execution engines
in the form of a C++ acceleration library, Velox [20]. Velox is
a unified query engine (Figure 1), currently integrated into
numerous systems which serve different purposes. These
advancements are greatly assisting developers, who can now
jointly process various types of dataflows.

In parallel, there have been calls towards sustainable cloud
computing [4, 10], driven by environmental and economic
concerns. Companies aim to reduce the carbon footprint
of their data centers, using cost-effective techniques like
resource pooling [5], workload consolidation [28], and server
virtualization [4]. As a result, energy efficiency has become
a key performance objective in the cloud [24, 26]. Unified
engines streamline data processing and constitute an energy-
efficient solution. The above trends lead to the following
questions about resource management in the cloud:

(1) How can we predict and allocate resources for different
dataflows to ensure high efficiency and utilization?
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Figure 1: Velox unified execution engine on the left.
Our proposed optimization stack redesign on the
right.

(2) How can we schedule tasks to perform optimally in a
multi-tenant environment, on top of a unified engine?

(3) How can resource utilization be optimized to reduce en-
ergy consumption while still meeting the demands of
different tenants and workloads?
To answer the above questions, it is imperative to consider

some core traits of cloud computing:
• Resource Disaggregation: compute, storage, and net-
work bandwidth are becoming abstracted from the un-
derlying physical hardware.

• Multi-tenancy: multiple clients share the computing re-
sources of the cloud provider.

• Elasticity: cloud systems can dynamically scale resources
in response to changes in clients’ demands.
This thesis aims to address the above questions in a holistic

way; an overview of which is presented in Section 2.

2 OVERVIEW OF PROPOSEDWORK
Our aim is to develop a system that optimizes resource man-
agement in a cost-efficient way. To achieve this, we have
to address the challenges of multi-tenant, resource disag-
gregated cloud environments. We plan to follow the path
of current trends towards unified components [16, 23] by
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proposing a resource management component that can be
beneficial beyond database and query processing use cases
(Figure 1). This component receives alternative dataflows
and their estimated resource need as an input, and performs
scheduling and resource allocation in a cost-efficient way.
At first, we view the subject from the database manage-

ment perspective given the past and ongoing works address-
ing resource management in query processing (Section 4).
Current state of the art cloud systems, such as Snowflake
[6] and Redshift [2], use cost-based query optimizers on the
database side. Although ML enhancements have improved
cardinality estimation [17] and resource prediction [32], the
focus is still on optimizing performance per job. We argue
that this approach is sub-optimal in a multi-tenant environ-
ment where resources are shared. Furthermore, performance
is usually measured in terms of latency, and sometimes mon-
etary cost. It is imperative to account for energy efficiency
as well in order to make cloud computing more sustainable.
Our second proposal is to merge query optimization and

resource estimation into a single component. In the afore-
mentioned systems, query and resource optimization are
handled separately, usually with query optimization com-
ing earlier in the pipeline. This makes the query processing
flow more manageable. However, the quality of a query plan
decision heavily depends on where it is executed [15, 29].
Our hypothesis is that a more integrated approach, combin-
ing query and resource optimization, as initially proposed
by Viswanathan et al. [29], is necessary and can potentially
lead to better results. By considering both factors, we can
make more informed decisions about resource allocation and
ensure that the system operates at peak performance while
also being energy efficient. Towards the realization of our
vision, we aim to follow the steps below:

1. Design space analysis: Existing cloud systems follow
a similar architecture, but also make different design deci-
sions in terms of resource management [33]. Knowledge
from Snowset shows that warehouse resources are under-
utilized in Snowflake [30], which calls for better scheduling
mechanisms. Through extensive benchmarking, we compare
state-of-the-art systems in terms of multiple objectives.

2. Application of multi-objective, resource manage-
ment mechanisms Using findings from step one, we will
propose and test multi-objective scheduling and resource
management techniques.Wewill also test the query-resource
optimization hypothesis on multi-tenant, state of the art sys-
tems.

3. Unified component: The PhD thesis goals will be re-
alized by implementing a resource optimization component
that can be useful beyond database and query processing
use cases, receiving alternative dataflows as an input, esti-
mating their resource requirements, and scheduling them on
compute instances in a cost-optimal and sustainable way.

3 WORK TO BE DONE
We aim to materialize our proposed approach through the
following work packages:

Benchmarking:Weare using the recently-proposed Cloud
Analytics Benchmark [27] which takes into account the
elasticity and multi-tenancy of cloud systems. The systems
under test are divided into data warehouses (e.g., Redshift,
Snowflake), serverless query engines (e.g., Athena, BigQuery),
and big data systems (e.g., Spark, Presto). We evaluate them
in terms of latency and monetary cost. Microbenchmarks
are also used to stress individual system components (e.g.,
query optimizer, workload manager, scheduler).

Multi-objective optimization:We plan to add different
types of application level objectives to the YARN scheduler.
Thus, the scheduler can prioritize the different objectives
and allocate resources accordingly. Then, we shall test multi-
objective scheduling in a multi-tenant environment, for dif-
ferent workload types (e.g., OLAP, streaming, batch).

Coupling of query and resource optimization: We
will extend the Spark SQL [1] optimizer to include resource
management rules, in a Spark-YARN execution environment.
Since the Catalyst optimizer is rule-based, we will also use a
cost-based optimizer like PostgreSQL to observe if the addi-
tional latency of the increased search space is significant.

Implementation of a unified resourcemanager:Based
on the outcomes of previous steps, we will implement our
proposed component of a unified resource manager and
scheduler, and integrate it into the Velox engine [20]. The re-
sults will be evaluated against existing systems to determine
its efficacy in improving resource utilization and optimiza-
tion, on top of the extended query optimizer.

4 RELATEDWORK
Moving top down in the resource management stack, there
have been numerous works on resource estimation for
cloud-based data processing [7, 12, 22, 32], as well as a work-
load forecasting tool used for predictive resource manage-
ment [13]. Scheduling is alsowell-discussed either on premises
[31] or in the cloud [11, 28]. Resource management has
also been researched in newer cloud service models like
serverless [21] and interactive microservices [34].
Numerous works address benchmarking and compare

cloud systems in order to capture their unique features [14,
25, 27]. Multi-tenancy has also been tackled with efficient
resource sharing approaches [4, 5, 28], or shared query ex-
ecution [19]. Approaches towardsmerging query and re-
source optimization have also been proposed [3, 15].
The trend towards unified components has been cap-

tured, apart from Velox, by proposals for a generalized query
optimizer [8], holistic workload management solutions [9,
18], and joint physical and virtual hardware mapping [16].
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