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1 INTRODUCTION
Analytical (OLAP) workloads are a natural fit for the serverless
paradigm [22, 23], as they often involve complex and compute-
intensive analytical queries that experience fluctuations in resource
demand and are easily parallelizable.

Cloud-native OLAP systems are already onboard the serverless
trend. Data warehouses (DWaaS) [8, 11] are introducing flavors
with more flexibility [5, 8], where instead of having a dedicated
cluster, users only provision some baseline compute and rely on
autoscaling when traffic increases [27]. Query-as-a-Service systems
(e.g., Athena [2], BigQuery [4]) go one step further by enabling
clients to simply submit queries and pay for the amount of data that
they scan. On-demand scaling allows clients to save costs by paying
only for the compute they use and providers to better address the
challenge of underutilization [14, 25] by taking away resources from
customers when they are no longer using them. Multi-tenancy is
also crucial as it allows providers to share resources among clients,
thus reducing cost and increasing utilization.

Despite the wide adoption of autoscaling in industry systems, to
the best of our knowledge, there has been no systematic analysis
of the design space regarding scaling, scheduling, and placement
decisions for cloud-native OLAP. As a result, several non-trivial
questions remain unexplored:

• RQ1: When should the autoscaling decision be triggered?
• RQ2: How does multi-tenancy affect performance and re-

source management in cloud OLAP systems?
• RQ3: How are the scaling decisions influenced by various

SLAs (e.g., for latency, cost, etc.)?

We argue that the time is right to explore this search space
given the accessibility of industry workload traces [30] and the
development of a new cloud analytics benchmark [29]. Therefore,
we propose and implement an analytical model to evaluate the
impact of different scaling and scheduling policies on multi-tenant
cloud-native OLAP systems. In addition, we model an idealized
architecture of how we envision the future of serverless OLAP.

2 ARCHITECTURES OVERVIEW
We identify three cloud-native OLAP architectures of interest, each
one being on a different level of "serverlessness" (cf. Table 1).

The fixed cluster architecture (DWaaS) is the most predictable
in terms of cost (fixed cost per hour), but can struggle with high
concurrency [16] when multiple jobs are queued. It is thus essential
that job waiting time remains low both on average and per tenant.

Fully serverless query engines (QaaS) eliminate user-side pro-
visioning. A control plane allocates compute units to incoming
queries on-demand (e.g., BigQuery slots [4]) based on their re-
source requirements. QaaS pays off for workloads with fluctuations
in resource demands as it scales out to meet demand and does not

Architecture Examples Characteristics
Fixed Cluster
(DWaaS)

Snowflake, Red-
shift

Fixed pool of shared re-
sources; all jobs wait
if concurrency limit is
reached

Fully Serverless
(QaaS)

AWS Athena,
Google Big-
Query

Job-scoped, demand-
driven scaling, jobs
never wait

Elastic Cluster Redshift Server-
less, BigQuery
editions

Always-on compute &
autoscaling, jobs might
wait.

Table 1: Cloud OLAP Architectures with varying elasticity

maintain idle compute, but potentially higher monetary costs and
lack of caching can be a challenge for more predictable workloads.

The elastic cluster architecture aims to find a sweet spot be-
tween the predictability of DWaaS and the flexibility of QaaS.
Clients do not need to provision for peak times, as the system
can scale to meet high demand. However, determining when and to
what extent to autoscale, while ensuring adherence to user-defined
SLAs, is a challenging task.

We implement an analytical model to reproduce the three afor-
mentioned architectures and address the research questions.

3 ANALYTICAL MODEL BREAKDOWN
Input: The model’s input is a query stream from the cloud analytics
benchmark [29], which simulates load for a fixed duration of time.
Each job is represented by its arrival time, CPU time, and size of
scanned data. The query streams are based on analyzing industry
traces (e.g., arrival rates and fluctuations), and some parameters
can be customized (e.g., duration, number of tenants, data sizes
involved). To validate our model, we also run the query streams
against cloud systems of all three Table 1 architectures.
Execution Simulation: We are modeling a multi-tenant system
where queries from multiple clients are executed on shared re-
sources. Each query contains an I/O phase (scanning), a CPU phase
(processing), and a shuffling phase for distributed queries. We as-
sume perfect parallelization of a query when scaling within a node,
and we also take into account factors like caching.
Modeling the Architectures: Each configuration of the model
operates within one of the three architectures. In the fixed and
elastic cluster architectures, when the system is at capacity, jobs are
getting queued. The user can select different policies to prioritize
jobs in the waiting queue (e.g., shorter jobs, longer jobs, jobs from
busier/larger tenants), or can configure multiple waiting queues
with different priority levels. DWaaS also includes instance storage
(SSDs), used for caching. As a result, cached data can be read from
SSDs at a lower access latency. For the elastic cluster architecture, a
user can configure when the autoscaling decision is triggered. The
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scaling criterion can be the number of waiting jobs or waiting jobs’
characteristics (e.g., many CPU-intensive jobs). When the scaling
decision is triggered, a short interval exists until new compute is
made available (cold start).We assume jobs are never getting queued
for the fully serverless architecture, but we configure the level of
congestion at which the system scales. High average/maximum
CPU, memory utilization, and network congestion are parameters
that can be selected. The primary persistent storage medium for
QaaS is a distributed file storage service like Amazon S3 [1].
Output: The output of each configuration is an execution sched-
ule for the jobs with additional metadata like queueing delay and
per-phase duration. Our evaluation metrics are workload execu-
tion time (total, average query latency and waiting time, total and
per tenant), monetary cost (based on current market prices), and
resource efficiency (CPU, memory, network utilization).
Research Questions: The model compares autoscaling and sched-
uling policies and evaluates their impact on our end metrics, high-
lighting that deciding when to scale is non-trivial and addressing
RQ1. We address RQ2 through our modeled setup, which allows
us to explore how multi-tenancy affects scheduling (e.g., fairness).
Budgets and SLA thresholds can also be specified, and the model
provides a Pareto set of optimal configurations, addressing RQ3.
Early Results: For the scheduling problem, Figure 1(a) shows
the performance of different waiting policies in a fixed cluster
architecture. Prioritizing shorter queries reduces average queueing
latency but can harm some tenants. Prioritizing longer jobs leads
to bigger delays but does not significantly affect total execution
time. Figure 1(c) shows how the three different architectures can
present different tradeoffs in terms of monetary cost and average
query latency, for an example 1-hour workload.
Evaluation: The evaluation of the model happens in a two-fold
way. First, by running the same query streams on cloud systems, we
verify our model’s accuracy. Secondly, we develop simple queueing
theory models to understand the relationship between the policies
selected and the end objectives.

4 GRANULAR AUTOSCALING
Apart from modeling and comparing existing architectures, the
model allows us to explore novel, hypothetical ones and argue
about how current systems could be improved.

We observe two limitations in the flexibility of current autoscal-
ing systems. Firstly, most existing approaches work with homoge-
neous instances on the poolside, limiting the system from making
the most out of available hardware (e.g., perhaps a smaller instance
would suffice, or a better instance is available at the same cost). Sec-
ondly, current systems operate on pre-packaged server instances
with a fixed CPU-memory ratio, which can lead to resource strand-
ing [9, 26] when the workload resource demands do not match it.
These observations open up an additional question, when looking
at the future of autoscaling:

• RQ4: How can we schedule OLAP workloads elastically
without stranding valuable resources?

We identify two possible directions. The first one is using a
more heterogeneous pool with different flavors of servers through
a cost-efficient solution like spot instances [3]. The second direction
involves moving towards a fully disaggregated serverless model. To

Figure 1: Model Results from a 1-hour, 1TB Data Stream

highlight this direction, we model an idealized architecture where
we can scale more flexibly by adding customized heterogeneous
instances to our compute fleet without assuming a vCPU-memory
coupling. We call this architecture Granular Autoscaling. It re-
sembles the Elastic Cluster but scales in a workload-driven way,
attempting a best fit for CPU and memory requirements when
scheduling incoming jobs. Figure 1(d) shows the theoretical im-
provement it can achieve regarding resource efficiency.

In practice, this architecture would stumble upon imperfect re-
source estimates. However, we argue that to adress the problems of
underutilization and resource stranding, a more flexible workload-
driven approach is necessary. In our model, we use it as an indicator
of how much better we can do in terms of resource efficiency, as it
allows us to model near-optimal elasticity.

5 RELATED & FUTUREWORK
Serverless analytics has been a domain with numerous contribu-
tions [18, 22, 23, 32]. Works from industry have shed light on the
internals of their autoscaling components [24, 27]. Ambati et al.
[6] introduced the concept of a waiting policy for cloud schedulers
and did a marginal analysis on the scaling decision. Scheduling
in the cloud has been examined by several different perspectives
[15, 17, 21], while other works focused on managing concurrency
and multi-tenancy [12, 20]. Leis and Kuchewski proposed a model
pointing to cost-optimal instances in the cloud [19], and the trend
towards tackling cloud-based data processing as a multi-objective
optimization problem is becoming more apparent [10, 13, 28]. Sim-
ilar to us, Wang et al. argue that cloud workloads would benefit
from using a combination of heterogeneous instances [31].

Our next step is building a prototype for the Granular Autoscal-
ing architecture. The autoscaling decision will be triggered based
on utilization thresholds, and newly spawned workers will be con-
figured to fit the resource needs of current waiting jobs (e.g., if
many CPU-intensive jobs wait, spawn a CPU-optimized container).
This way, we aim to achieve a best-fit placement for queued jobs
and reduce the effect of resource stranding. We believe this is a
promising direction to explore at times when cloud providers put
much effort into improving utilization at their data centers [7].
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