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Abstract
Designing and tuning cloud-based analytical systems requires un-
derstanding complex cost–latency trade-offs across architectures
(from fixed-size clusters to serverless), caching designs, and work-
load management policies. Running every configuration is expen-
sive and time-consuming. Existing tools (vendor calculators, cloud
dashboards, and static benchmarks) either focus on a single system
or lack end-to-end performance modeling, making it difficult to
perform systematic, reproducible “what-if” analyses.

In this demonstration, we present CloudGlide, a white-box simu-
lator for cloud analytics validated against real cloud deployments,
together with a web-based interface that enables interactive ex-
ploration of cloud OLAP design choices. Attendees can configure
architectures, workloads, and resource-management policies, run
simulations, and inspect the results, including latency distributions,
queueing delays, resource utilization, and monetary cost. The demo
is organized around guided scenarios in which attendees diagnose
bottlenecks across architectures, evaluate caching trade-offs, and
find cost-optimal configurations that meet service-level objectives.

CCS Concepts
• Information systems → DBMS engine architectures; On-
line analytical processing engines; Database performance
evaluation.
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Demo Video: https://www.youtube.com/watch?v=2xTZ8ZEsdTQ

1 Introduction
Cloud OLAP systems now span multiple deployment styles and
billing models, ranging from fixed data warehouse–as–a–service
(DWaaS) [2] clusters to fully serverless query–as–a–service (QaaS)
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offerings [3], with elastic-pool (EP) engines in between [1]. In prac-
tice, system developers and users must make a number of inter-
related design decisions. These span provisioning (static versus
ephemeral resources), caching (capacity and tiering), scheduling
(admission thresholds and parallelism), and pricing (reserved, on-
demand, and spot resources), each of which directly affects both cost
and performance. Because these decisions also interact with work-
load properties such as burstiness and update frequency, their com-
bined impact on cost, latency, and service-level objectives (SLOs) is
difficult to predict.

Existing approaches offer only partial support for exploring this
design space. One option is direct experimentation, where con-
figurations are evaluated end-to-end on real systems [7, 8]; while
accurate, this approach requires substantial engineering effort and
can incur significant cloud costs. Vendor calculators [9] and cost
models [4] expose pricing and resource information, but do not of-
fer end-to-end performance prediction. Alternatively, online tuning
and planning tools can automate resource management and scal-
ing decisions using historical telemetry, but are commonly applied
in situ on production systems and operate largely as black boxes,
limiting their usefulness for comparing hypothetical architectures
or deployment styles in a controlled setting [6, 10].

A practical obstacle is that the relevant questions are inherently
comparative and tail-driven: users rarely ask “is configuration X
fast?” but rather “which architecture/policy meets my SLO at the
lowest cost, or why do tails blow up under peaks?” Answering
this requires (i) a common abstraction that makes DWaaS/QaaS/EP
results comparable, (ii) support for controlled comparisons, where
one setting is changed while the workload stays the same; and (iii)
clear attribution that separates time spent doing actual work from
delays caused by system behavior (e.g., queueing, scaling delays).

CloudGlide [5] addresses this gap with a white-box simulator,
validated against real Redshift and BigQuery deployments, that com-
bines queueing-theoretic modeling and discrete-event simulation to
predict latency and cost across DWaaS, QaaS, and EP architectures.
In this demonstration, we present CloudGlide through a web-based
interactive interface that allows users to configure architectures,
workloads, and policies, run simulations, and inspect predicted
performance, cost, and resource behavior. The demo is organized
around three guided scenarios: (1) diagnosing whether tail degra-
dation stems from I/O, CPU, or queueing across DWaaS/QaaS/EP;
(2) determining when an additional cache tier is a net win under
update churn; and (3) finding the cheapest configuration that meets
a p99 SLO under bursts. Beyond research and practitioner use, the
interface also serves as an educational aid for teaching modern
cloud OLAP architectures and cost models.
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CloudGlide Studio UI Workflow

Upload/select workload trace with
timestamps and resource
requirements.

Select architecture to simulate: 
Supported: DWaas, QaaS, EP

Set architecture-specific
parameters (e.g., # of nodes for
DWaaS, cold start delay for EP)

Configure workload management
policies and simulation parameters.

Run simulation

Simulate run using CloudGlide API

CSV Outputs produced

Output Per-Run
1. Per-query statistics, latency, per-
phase behaviour
2. Aggregate latency (mean, tails),
resource utilization, queueing
information, total cost
3. SLO construction and
evaluation

Clone + tweak

Run A (baseline)

Run B
Duplicate and change architecture
/ policy / cache / other parameter

Case Study: Configure Caching
Tier Hierarchy

Why did Run A perform like this?

Per-run behaviour: 
i. Latency + SLO, CDF, p95/p99
ii. Timeline of arrivals
iii. Per-phase activity

Compare runs:
i. For selected metric (e.g.,
latency, cost)
ii. Auto-generate cost-latency
Pareto front

1. Configure 2. Run 3. Compare 4. Explain

What configuration to choose?

Multi-tier caching comparison view

Figure 1: CloudGlide Studio UI workflow: configure an architecture, workload, policies, caching, and pricing; run the CloudGlide
simulator; compare baseline vs. modified runs; and explain cost and latency changes through attribution and visual summaries.

2 Solution Overview
CloudGlide combines a queueing-theoretic model with a discrete-
event simulator to predict latency and monetary cost across cloud
analytics architectures [5]. Given a workload trace and a system
configuration, CloudGlide simulates query execution, workload
management, scaling, and caching without the prohibitive costs of
live deployments. A workload trace is a CSV file where each row
represents one query with its arrival timestamp, CPU time, scanned
data volume, and shuffled data volume (e.g., t=12.3s, cpu=450ms,
scan=2.1 GiB, shuffle=0.3 GiB). The demo ships with curated
traces (TPC-H, TPC-DS, and Cloud Analytics Benchmark work-
loads); users can also supply their own traces in the same format.
Architectures and execution model. CloudGlide captures three
common deployment styles under a shared abstraction: (i) DWaaS:
fixed cluster with local DRAM/SSD caching; (ii) QaaS: serverless,
per-query resource allocation and scan-based pricing; and (iii)
elastic-pool (EP) engines: a base compute cluster with elastic scaling
over shared storage.

Each query is modeled as a sequence of logically distinct I/O,
CPU, and shuffle phases. Each phase is treated as a resource with
finite capacity and governed by workload-management policies;
when demand exceeds capacity, queries enter phase-specific queues
whose delays are derived from queueing-theoretic formulas (e.g.,
processor-sharing for CPU, bandwidth-limited service for I/O). A
discrete-event loop advances queries through their phases, accu-
mulating per-query latency from both service and waiting times.
In addition to the workload trace, the simulator takes as input a
hardware profile (node count, bandwidths), workload-management
policies (scheduling discipline, concurrency limits), and pricing
parameters. It produces per-query execution timelines, aggregate
latency (including tails), resource utilization, and total cost metrics.
Web Interface and Interaction. CloudGlide is demonstrated
through a web-based, visualization-first interface that follows a
configure–run–compare workflow, as shown in Figure 1. The inter-
face is organized around four interactive views: (i) a configuration

editor for specifying architectures, workloads, caching hierarchies,
and relevant parameters; (ii) a run and compare view that supports
cloning simulations and overlaying results; (iii) a single-run evalua-
tion view that summarizes latency, cost, and resource usage, allows
users to specify SLO targets, and includes a cache-constructionmod-
ule for comparing caching policies; and (iv) a comparison view that
enables side-by-side analysis across runs, showing per-phase exe-
cution breakdowns, queueing delays, utilization, and cost–latency
Pareto frontiers. The comparison view traces observed differences
back to specific parameter changes, and the configuration panel
lets users inspect the input trace alongside results.
Implementation and Reproducibility. The interface follows a
thin-client design: the browser edits a typed configuration and
invokes the CloudGlide backend via a lightweight REST API. Each
simulation run is stored as a self-contained artifact, enabling one-
click cloning and exact re-execution. A typical what-if workflow
consists of cloning a run, varying one high-impact control (e.g.,
concurrency, cache size), and observing how outcomes shift in the
cost–latency plane. This makes it practical to identify cases where
small parameter changes disproportionately affect the outcome.
Positioning and Modes of Use. Unlike vendor cost calculators or
static benchmarking, CloudGlide combines a white-box simulator
with an interactive interface for end-to-end what-if analysis. We en-
vision three primary modes of use for system designers, cloud users,
and educators: (1) decision support, localize where time and money
are spent before changing production; (2) exploratory analysis, nav-
igate cost–latency frontiers and tail amplification via interactive
sweeps; and (3) education, curated presets support hands-on teach-
ing without incurring cloud charges.
Scope and Limitations. CloudGlide models OLAP workloads un-
der the three architecture classes described above. It assumes a
pooled-network model without per-flow dynamics and uses a sim-
plified cache warm-up model; it does not capture operator-level
query plan details or multi-tenant interference beyond parameter-
ized contention. The simulator’s accuracy depends on the quality
of input parameters; the companion paper [5] validates predictions
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Figure 2: Side-by-side comparison of multiple CloudGlide simulation runs, showing cost–latency trade-offs and phase-level
latency breakdowns across architectures.

Figure 3: SLA configuration and compliance analysis for a
CloudGlide simulation run.

against real deployments, showing that simulated latency and cost
match observed values within practical margins.

3 Demonstration Proposal
The booth demo runs locally on a single laptop without cloud cre-
dentials; a hosted instance is also available for exploration during
and after the conference. Attendees use the UI to configure archi-
tectures, workloads, and policies, run simulations, and inspect the
results hands-on. Additionally, we plan to run live experiments on
real cloud deployments (e.g., Redshift, BigQuery) during the demo,
allowing attendees to compare simulator predictions against actual
system behavior on the spot. Through three guided scenarios, atten-
dees compare DWaaS, QaaS, and EP architectures under identical
workloads, localize bottlenecks using per-phase breakdowns (Fig-
ure 2), and explore cost–latency trade-offs to find configurations
that meet a given SLO at the lowest cost (Figure 3).

3.1 Scenario 1: Identifying Bottlenecks across
Architectures

Alice runs an analytics platform and wants to understand what
limits performance in a DWaaS-style deployment—and how QaaS
or an EP alternative would behave under the same workload.
(1) Alice loads the execution summary of her production workload

and runs a mirror DWaaS configuration.
(2) The interface shows a latency CDF with tail markers and a per-

phase breakdown. Alice observes tail degradation at peak ar-
rivals and uses phase attribution to determine whether the dom-
inant contributor is intrinsic execution time or policy-induced
delays (e.g., queueing).

(3) Alice clones the run and switches to QaaS and EP (elastic scal-
ing). The comparison view quantifies how tails and cost shift
across architectures for the same trace.

(4) Alice modifies one knob at a time (e.g., concurrency, cache size)
and re-runs; the interface overlays p99 latency and cost deltas.
By observing which changes reduce tail degradation, she nar-
rows down the bottleneck through visually guided exploration.

(5) To validate, Alice overlays the simulated latency distribution
against her original measurements on the DWaaS system, con-
firming that predictions align with observed behavior.

Takeaway. Attendees learn to distinguish intrinsic execution bot-
tlenecks from policy-induced ones and see how the same workload
leads to different tail behavior and cost across architectures.

3.2 Scenario 2: When Does Adding a Cache Tier
Actually Save Money?

A retailer runs a BI dashboard with many repeated reads plus pe-
riodic ingestions that invalidate cached state. The team considers
adding an additional fast cache tier to reduce remote reads and tails,
but the benefit depends on workload locality and update churn.

Figure 4 shows the cache-comparison view used in this scenario.
(1) They start with a single cache tier, set warmup_rate (the rate at

which the cache warms up after a cold start) and read_update
_ratio (the proportion of read to update queries).
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Figure 4: Interactive exploration of cache hierarchies in CloudGlide. Users construct and comparemulti-tier cache configurations
and observe their effects on hit rates, latency, throughput, and cost.

(2) They add a second tier and configure degradation_per_tier
(cross-tier hit-rate reduction) and volatility (sensitivity to
data updates; higher values mean faster invalidation). The com-
parison view reveals whether the added tier reduces p99 latency
and cost or stays cold and only adds overhead.

(3) They sweep convergence_queries (queries needed for hit
rates to stabilize) and compare runs with and without the extra
tier, relating improvements to the observed read/update mix.

Takeaway. Attendees learn to quantify the break-even point at
which a new cache tier’s hit-rate improvement outweighs its fixed
cost, given a specific read/update ratio and churn rate.

3.3 Scenario 3: Meeting an SLO Under Bursts
A product launch creates bursty arrivals. The team must meet a
p99 latency SLO while minimizing cost and determine whether this
requires tuning policies or switching architectures.
(1) Attendees load the bursty trace and explicitly configure a p99

latency SLO in the interface, which marks violations and high-
lights non-compliant configurations.

(2) They run the trace on a fixed DWaaS configuration and observe
p99 violations driven by queue growth during spikes.

(3) They enable autoscaling and adjust scaling conditions. The
interface shows when autoscaling reduces queueing (and when
cold starts still add overhead) and at what cost.

(4) They switch to QaaS, which stabilizes tails but shifts cost toward
scan-driven pricing. Using comparison mode, attendees identify
the configuration that meets the p99 SLO at the lowest cost.

Takeaway. Attendees learn how autoscaling overhead, cold-start
delays, and architecture choice interact to determine the cheapest
path to SLO compliance under bursty load.

4 Conclusion
This demonstration presents CloudGlide as an interactive platform
for exploring cost–latency trade-offs in modern cloud OLAP sys-
tems. Through guided scenarios and hands-on what-if analysis,

attendees can compare architectures, policies, and caching choices
and gain insight into the factors that drive performance and cost.
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