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Today's Agenda

a Data Engineering & Analytics at TUM
e Chair for Database Systems

a Performance in Database Systems
° Umbra's Execution Model

e Adaptive Execution: Flying Start
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M.Sc. Data Engineering and Analytics

Format

4 semesters

Language

English
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Credits

120 ECTS

Campus

Garching

What students work on

e large-scale data processing
e data management and data engineering
e analytics methods and applications

* the systems behind data-driven work




Philosophy

l Data science starts before machine learning.
' Analytics depends on infrastructure.

l DEA connects analytics with engineering.
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Research goals

— high performance on modern  — low latency for interactive

CPUs and SSDs

analytics

— efficient compilation from SQL — parallel execution across

to machine code

cores

— query optimizers that choose  — research ideas that survive Iin

good plans
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The Data Pipeline

Collect — [ Store ] — [ Clean ] — [ Join ] — [Analyze] —  Model
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Performance in Database Systems

1 2 3

Lower Cost Exact Analytics Interactive Analysis
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Umbra: Our System

ClickBench — a Benchmark For Analytical DBMS

Methodology I Reproduce and Validate the Results | Add a Systen | Hardware Benchmark | Versions Benchmark | See also: JSONBe

System & Machine

Umbra (cBg.metal-48xl);

Umbra (c7a.metal-4Bxl):
- CedarDB (c8g.metal-48xI):
‘. GizmoSQL (c8g.metal-48x1):

CedarD8 (c/7a.metal-4Bx!):
Salesforce Hyper (c7a.metal-4B8xl):
DuckD8 (memory) (c8g.metal-48xl):
GizmoSQL (c7a.metal-48x!):

e relational DBMS developed at TUM B

ClickHouse (c8g.metal-48xl);

Polars (DataFrame) (c8g.metal-48x!);
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- - - ClickHouse (c7a.metal-48x1): |

* built for analytical query processing o s et 40
Polars (DataFrame) (c7a.metal-48x)):; l

MotherDuck (Motherduck: mega): |

. . Ursa (c7a.metal-48x1): |

* uses compilation and parallel oge (S CUE |
VeloD8 (c7a.metal-48x1): |

. Firebolt (c8g.metal-48x1): |}
executlon QuestDB (c7a.metal-48x1): |
Polars (Parquet) (c8g.metal-48xl): [ |

ClickHouse {gep) (3xClickHouse 2366GIB): l

pa.clickhouse (c7a.metal-48x1): |

Umbra (cBa.dxlarge): [ |

Arc (c8g.metal-48x1); §

Firebolt (c7a.metal-48x1): |}

I
M

StarRocks (c8g.metal-48xl):
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Relative time (lower is better).



What Makes Umbra Fast?

Query Optimization Compilation Adaptive Execution
Choose the cheapest plan SQL query — machine code. Start immediately, then
among many equivalent ones. recompile pipelines after a while.

[ SQL J — [ Plan J - [PipelinesJ — [HardwareJ
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Running Example

I1(:0untry; count(*) AS cnt

SELECT country, COUNT(*) AS cnt

FROM visits !
WHERE event = 'purchase'

Oevent = "purchase’

GROUP BY country,

VISItS
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Volcano / Iterator Model

[ Aggregate
* operators expose a next () interface next() tuple 1
e data moves one tuple at a time _
Filter
* simple and modular abstraction
. 1
* high overhead on modern CPUs pextl) +  tp-e
[ Scan
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Vectorized Execution

* operators process batches

e fewer function calls per tuple

* tight loops over arrays of values

e good fit for CPU caches and SIMD
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Aggregate

vector[1024] 1

Filter

vector[1024] 1

Scan




Data-Centric Compilation

(§ UMBRA

e the database becomes a

[ Aggregate

Filter

compiler

e operators are fused into [
pipelines

e execution is generated for the
query [

Scan
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for (row in visits) {
if (row.event == 'purchase') {
count[row.country]++;

}
}




Adaptive Execution: Flying Start

Short query

query starts — [generate code fastJ — finish

Long query

query starts — [generate code fastj —  optimize in parallel — [switch to optimized codeJ
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Summary

Data work depends on the systems that move and process the data.
Umbra is one example of database research becoming a concrete system.

Execution models matter.

Questions?
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